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ABSTRACT 
 
This paper presents SALT (Sustained Anomaly Labeling in Time Series), a novel approach 

combining autoencoder neural networks with gradient-based filtering for detecting sustained 

anomalies in time series data. While traditional anomaly detection methods often struggle with 

distinguishing between transient spikes and meaningful sustained anomalies, SALT addresses 

this limitation by leveraging autoencoders’ ability to learn normal data patterns and 

incorporating gradient filtering to identify persistent deviations. The method was evaluated on 

both curated data and real-world datasets from the Numenta Anomaly Benchmark (NAB). 

Results demonstrate significant improvements in precision while maintaining high recall - 

achieving F1 scores of 0.91 and 0.86 on curated and real-world data respectively, compared to 

0.72 and 0.48 using autoencoders alone. SALT successfully reduces false positives from 

transient anomalies while accurately detecting sustained anomalous patterns. The framework 

shows promise for applications in network security, industrial systems monitoring, and other 

domains requiring reliable detection of persistent anomalies in streaming data. 
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1. INTRODUCTION 
 

The ability to accurately detect and label anomalies in time series data is a critical challenge 

across a wide range of domains, from network security and cloud infrastructure monitoring to 

industrial systems and healthcare. In network environments, in particular, sustained deviations 

from normal behavior - such as prolonged CPU saturation, persistent drops in network 

throughput, or extended SLA violations - are far more operationally significant than brief, 

transient spikes. Yet most existing anomaly detection methods treat all deviations equally, 

flagging both one-time noise and meaningful persistent events with the same label. This 

conflation leads to alert fatigue, missed root-cause events, and delayed remediation. Traditional 

statistical approaches, such as threshold-based methods and ARIMA-based decomposition, often 

fail to capture the nonlinear, non-stationary patterns that characterize real-world time series [?]. 

More recent deep learning methods, including autoencoder-based detectors, improve 

representational power but remain prone to high false-positive rates when applied without post-

processing, since they flag any reconstruction error above a threshold regardless of whether the 

deviation is sustained or transient. 

 

In this paper, we present SALT (Sustained Anomaly Labeling in Time Series), a novel 

framework that combines autoencoder neural networks with a slope-based sustained anomaly 
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criterion to detect and label only persistent deviations. The autoencoder learns a compact 

representation of normal data patterns in an unsupervised manner; anomalies are identified by 

elevated reconstruction error. SALT’s key contribution is the gradient filtering step: rather than 

thresholding on error magnitude alone, SALT monitors the rate of change (slope) of the 

reconstruction error over consecutive samples. A sample is labeled as the onset of an anomaly 

only when the slope giexceeds a threshold γ and the error eisimultaneously exceeds a percentile 

threshold Θ. Anomaly labeling then persists until the slope condition is not met for k consecutive 

samples, ensuring that only sustained increases in reconstruction error — not isolated spikes — 

are flagged. This joint slope-and-magnitude criterion is fundamentally different from simple 

minimum-duration filtering: it captures the dynamic onset of an anomaly, not merely its length. 

Evaluated on both curated data and real-world AWS CloudWatch metrics from the Numenta 

Anomaly Benchmark (NAB), SALT achieves F1 scores of 0.91 and 0.86 respectively, compared 

to 0.72 and 0.48 using autoencoders alone. 

 

The remainder of this paper is organized as follows. Section 2 reviews related work in time series 

anomaly detection, covering statistical, machine learning, and autoencoderbased approaches. 

Section 3 details the SALT methodology, including the autoencoder architecture, training 

procedure, and gradient filtering criterion. Section 4 presents the experimental setup and results 

on curated and real-world datasets. Section 5 concludes the paper and discusses limitations and 

future research directions. 

 

2. LITERATURE REVIEW 
 

Traditional anomaly detection methods often struggle with the complexity and high 

dimensionality of time series data, necessitating advanced techniques for more accurate and 

timely identification of anomalies. Autoencoders [?], a type of neural network, have gained 

prominence for their ability to learn data representations in an unsupervised manner, making 

them particularly suitable for anomaly detection. This paper presents a novel approach, SALT, 

which leverages Autoencoders and Gradient Filtering to enhance anomaly detection performance. 

By combining the reconstruction capabilities of Autoencoders with the sensitivity of Gradient 

Filtering, SALT aims to provide a robust solution for detecting and labeling anomalies in time 

series data. 

 

Anomaly detection in time series data has been an area of significant research due to its wide 

range of applications. Traditional methods include statistical techniques such as ARIMA models, 

moving averages, and statistical process control (SPC) charts. These methods often rely on 

assumptions of linearity and stationarity, which may not hold in real-world scenarios. For 

example, ARIMA models are effective for linear and stationary time series but fail to capture 

non-linear dependencies and sudden changes in data patterns 

[?]. 

 

Recent advances in machine learning and deep learning have introduced more sophisticated 

approaches to time series anomaly detection. Methods such as clustering ( e.g., k-means, 

DBSCAN) and classification (e.g., support vector machines, decision trees) have been applied 

with varying degrees of success [?]. However, these techniques often require labeled data, which 

is scarce and expensive to obtain. 

 

Auto-encoders have emerged as a powerful tool for anomaly detection in time series data due to 

their ability to learn compact representations of input data in an unsupervised manner [?]. An 

autoencoder consists of an encoder that maps the input data to a latent space and a decoder that 

reconstructs the input from the latent representation. The reconstruction error, or the difference 

between the input and the reconstructed data, is used as an indicator of anomalies. High 
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reconstruction errors suggest the presence of anomalies since the autoencoder fails to accurately 

reconstruct data points that differ significantly from the training data. 

 

Studies such as Malhotra et al. (2016) [?] have demonstrated the effectiveness of recurrent neural 

network (RNN) based autoencoders in capturing temporal dependencies in time series data. 

Variants like Long Short-Term Memory (LSTM) autoencoders further enhance this capability by 

addressing the vanishing gradient problem, thereby improving the detection of anomalies in long 

sequences [?]. 

 

Gradient-based methods are widely used in image processing and computer vision tasks, 

particularly for edge detection [?]. These methods focus on identifying areas of significant 

change in data values, which can be indicative of anomalies when applied to time series data. The 

gradient filtering technique involves computing the gradient of the time series data to highlight 

regions with abrupt changes. 

 

In the context of anomaly detection, gradient filtering can enhance the sensitivity of detection 

algorithms to sudden shifts and trends in the data. This approach is particularly useful in 

identifying point anomalies and contextual anomalies, where the deviation from the norm occurs 

over a specific context or period [?]. 

 

The combination of autoencoders and gradient filtering offers a promising avenue for improving 

anomaly detection in time series data. Autoencoders provide a robust mechanism for learning 

underlying data patterns and detecting deviations through reconstruction errors. However, they 

may struggle with subtle anomalies that do not significantly affect the overall data structure. 

Gradient filtering complements this by focusing on local changes and trends, thereby enhancing 

the detection of anomalies that manifest as abrupt changes in the time series. 

 

Several studies have explored hybrid approaches that integrate autoencoders with other 

techniques to enhance anomaly detection. For instance, Buda et al. (2018) [?] combined 

convolutional autoencoders with clustering methods to improve the detection of anomalies in 

high-dimensional data. Similarly, Xu et al. (2018) [?] utilized LSTM autoencoders in conjunction 

with density-based spatial clustering to identify anomalies in multivariate time series data. 

 

Evaluating the performance of anomaly detection algorithms is crucial for validating their 

effectiveness. Commonly used metrics include precision, recall and F1-score [?]. 

 

Benchmark datasets such as the NASA prognostics data repository, the Yahoo! Web scope 

dataset [?], and the Numenta Anomaly Benchmark (NAB) [?] provide standardized evaluation 

platforms for comparing different anomaly detection techniques. These datasets encompass a 

variety of domains, including spacecraft telemetry, web traffic, and sensor data, enabling 

comprehensive evaluation of the proposed methods [?]. In this work we used NAB dataset from 

various CloudWatch metrics to evaluate the SALT using Autoencoder and gradient filtering. For 

evaluating the performance of SALT framework we used metrics precision, recall and F1-score 

[?]. 

 

Despite the advancements in anomaly detection, several challenges remain. The high 

dimensionality and complexity of time series data, the scarcity of labeled anomalies, and the need 

for real-time detection pose significant hurdles. Moreover, the interpretability of deep learning 

models, including autoencoders, remains an open issue. Providing explanations for detected 

anomalies is critical for user trust and adoption, particularly in high-stakes applications such as 

healthcare and finance [?]. 
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Future research directions include the development of more interpretable models, the integration 

of domain knowledge into anomaly detection frameworks, and the exploration of transfer 

learning techniques to leverage knowledge from related domains. Additionally, the application of 

reinforcement learning and semi-supervised learning holds promise for improving the 

performance and robustness of anomaly detection systems [?]. 

 

The proposed SALT framework, which combines auto-encoders and gradient filtering, addresses 

the limitations of traditional anomaly detection methods and leverages the strengths of both 

techniques. By effectively identifying and labeling anomalies in time series data, SALT aims to 

contribute to the advancement of robust and accurate anomaly detection solutions. 

 

3. METHODOLOGY 
 

In this section, we outline the methodology for detecting anomalies using an autoencoder 

combined with gradient filtering based on an increasing slope of the reconstruction error. The 

proposed approach focuses on labeling sustained anomalies by monitoring both the 

reconstruction error and its gradient, ensuring that significant and prolonged deviations from 

normal behavior are captured. 

 

3.1. Autoencoder Architecture 
 

An Autoencoder is a neural network designed to learn an efficient representation of data through 

unsupervised learning. It consists of two main components: 

– Encoder: The encoder network, denoted as (fenc(x;θenc)), maps the input (x) into a lower-

dimensional latent space (z), capturing the essential features of the input. 

– Decoder: The decoder network, denoted as (fdec(z;θdec)), reconstructs the original input (x) 

from the latent representation (z). 

 

The primary objective is to minimize the reconstruction error, i.e. the difference between the 

input (x) and the reconstructed output (xˆ). The network is trained to reduce this error for normal 

data samples, and higher reconstruction errors are expected for anomalous data. 

 

3.2. Training Phase 
 

During the training phase, the autoencoder learns to encode and decode normal data patterns 

effectively. The key steps are as follows: 

– For each sample (xi) the encoder generates the latent representation (zi), and the decoder 

reconstructs the sample as (xˆi) 

– The reconstruction error (ei) for each sample is computed as the Mean Squared Error (MSE) 

between (xi) and (xˆi): 

ei= L(xi,xˆi) = ∥xi −xˆi∥2 

– The parameters of the encoder and decoder, θencand θdec, are updated iteratively using an 

optimization algorithm to minimize the reconstruction error for the training set. 

 

The network is trained for a fixed number of epochs or until convergence, ensuring that it 

effectively reconstructs normal data with minimal error. 

 

3.3. Reconstruction Error Computation 
 

After training, the reconstruction error is computed for each data sample during the anomaly 

detection phase. The reconstruction error (ei) measures how well the autoencoder can reconstruct 
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a given input. Higher reconstruction errors indicate that the sample deviates from the normal data 

pattern and could potentially be an anomaly. 

 

3.4. Gradient Filtering for Sustained Anomaly Detection 
 

To ensure that only significant and sustained anomalies are flagged, we introduce a gradientbased 

filtering mechanism. The goal is to monitor the slope of the reconstruction error over consecutive 

samples and label anomalies based on the following criteria: 

– Slope Calculation: The slope (or gradient) γ of the reconstruction error is computed between 

consecutive samples as: 

 
These gradient measures the rate of change in reconstruction error. A steep increase in the slope 

may indicate the onset of an anomaly. 

– Slope Threshold: A slope threshold γ is defined to detect significant changes in the 

reconstruction error. If the slope giexceeds γ it suggests that the error is increasing at an 

abnormal rate. 

 

It is important to distinguish the gradient filtering criterion from a simple minimum duration 

filter. A minimum-duration filter would label any anomaly that persists for at least m consecutive 

samples, regardless of how the reconstruction error evolves over time. In contrast, SALT’s slope-

based criterion monitors the dynamic rate of change of the reconstruction error: a sample is 

labeled as the onset of an anomaly only when the slope gi= ei−em exceeds the threshold γ, 

indicating that the error is actively increasing at an abnormal rate, and simultaneously the 

absolute error ei exceeds the percentile threshold θ. This joint condition captures the onset 

dynamics of a sustained anomaly, the rising edge of the error curve, rather than merely counting 

its duration. As a result, SALT is sensitive to the temporal structure of the anomaly’s 

development, not just its length, enabling earlier and more precise detection of the transition from 

normal to anomalous behavior. 

 

– Sustained Labeling: Once an anomaly is detected based on the slope and error thresholds, 

subsequent samples continue to be labeled as anomalies until the slope condition is no 

longer satisfied for (k) consecutive samples. This ensures that only sustained increases in 

reconstruction error are labeled as anomalies. 

– Starting point m for gradient to be calculated from where 1 ≤ m <i 

 

3.5. Anomaly Labeling 
 

The final anomaly detection process involves assigning labels to the data samples based on the 

reconstruction error and gradient analysis. Specifically, for each sample (xi): 

– If (gi> γ) and (ei> θ), the sample is labeled as an anomaly (γi= 1). 

– If the slope (gi) does not exceed the threshold (γ) for (k) consecutive samples, the anomaly 

labeling is reset, and subsequent samples are labeled as normal (γi= 0). 

 

This methodology ensures that only sustained and significant deviations in data behavior are 

classified as anomalies, reducing the likelihood of false positives due to transient fluctuations in 

the reconstruction error. 
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3.6. Output 
 

The output of the anomaly detection system is a set of anomaly labels y = {y1,y2,...,yn}, where yi= 

1 indicates an anomaly and yi= 0 indicates normal data. 

This gradient filtering mechanism, when applied in conjunction with the Autoencoder, enables 

robust detection of sustained anomalies, making the approach suitable for applications where 

identifying continuous abnormal patterns is critical. 

 

3.7. Algorithm: Autoencoder for Anomaly Detection with Sustained Anomaly 
 

Input: 

 

– X ∈ Rn×d: Input data matrix with n samples and d features. 

– fθenc(X): Encoder function parameterized by θencthat maps input data to latent space Z. 

– gθdec(Z): Decoder function parameterized by θdecthat reconstructs data from latent space Z. 

– L(X,Xˆ): Loss function that measures the reconstruction error. 

– η: Learning rate for the optimizer. 

– T: Number of epochs. 

– B: Batch size. 

– τ: Threshold for detecting anomalies based on reconstruction error percentile. 

– γ: Slope threshold for gradient filtering. 

– k: Consecutive slope criteria. 

– m: Starting point for gradient to be computed from. 

 

Output: Anomaly labels Y = {y1,y2,...,yn} where yi= 1 indicates an anomaly and yi= 0 indicates 

normal. 

 

Algorithm Steps: 

 

1. Initialize Parameters: Initialize θencand θdecof the Encoder and Decoder networks, 

respectively. 

 

2. Training Autoencoder: 

 

1. For t = 1 to T do: 

– Shuffle the dataset X. 

– For each batch Xbof size B from X: 

• Forward Pass - Compute latent representation: Zb= fθenc(Xb) 

• Reconstruct input: Xˆ
b= gθdec(Zb) 

• Compute Loss: L = L(Xb,Xˆ
b) 

• Backward Pass - Compute gradients: ∇θL 

• Update Parameters: θenc= θenc−η∇θencL, θdec= θdec−η∇θdecL 

 

3. Apply Gradient Filtering for Anomaly Detection: 

 

– Compute the slope (gradient) of reconstruction error e for each consecutive pair of samples 

(em,ei): 

gi= ei−em (1) 

– For each sample xi, check the slope gi> γ: 

• If gi> γ and ei> θ, mark the beginning of a sustained anomaly. 
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• Continue labeling subsequent samples as anomalies until the slope decreases or falls below γ 

for k consecutive samples. 

• Reset the anomaly labeling once the slope condition is not met for k consecutive samples. 

– Generate the anomaly labels Y = {y1,y2,...,yn} where yi= 1 indicates anomaly and yi= 0 

indicates normal. 

4. EXPERIMENTAL SETUP AND APPLICATION 
 

4.1. Data 
 

In our experiments, we utilized the Numenta Anomaly Benchmark (NAB) dataset, a novel 

benchmark designed to evaluate algorithms for anomaly detection in streaming and online 

applications. The NAB dataset comprises over 50 labeledtimeseries data files, both real-world 

and synthetic, along with a unique scoring mechanism tailored for real-time applications. Each 

timeseries in the dataset is sequentially ordered, timestamped, and consists of single-valued 

metrics, with periods of anomalous behavior clearly labeled. The dataset includes a diverse array 

of real-world sources, such as AWS server metrics, Twitter activity, advertisement click metrics, 

and traffic data. This diversity ensures that the dataset covers a wide range of timeseries patterns, 

providing a comprehensive testing ground for anomaly detection algorithms. For our 

experimentation and validation, we specifically used the AWS Cloud Watch Metrics subset 

available within the NAB dataset. These AWS server metrics are collected by the Amazon Cloud 

Watch service and include examples such as CPU Utilization, Network Bytes In, and Disk Read 

Bytes. 

 

4.2. Results 
 

In this section, we present the results of applying the SALT method, which integrates 

autoencoders with gradient filtering, on both curated and real-world time series data. The goal of 

SALT is to detect sustained anomalies by minimizing false positives often triggered by transient 

deviations in timeseries data. We first validate the performance of SALT using artificially curated 

data to demonstrate its ability to accurately identify sustained anomalies. This is followed by an 

evaluation on real-world datasets from the NAB, specifically the ec2 cpu utilization instances. 

 

 
 

Fig.1. SALT using Autoencoder and Gradient Filtering 
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Curated Sample Data Figure 1 presents results from a process for SALT using Autoencoders 

and Gradient Filtering for artificially curated data. The first plot shows the actual time series data, 

serving as the input for the anomaly detection algorithm. The second plot displays the ground 

truth anomaly labels, with binary values (0 for normal and 1 for anomalies) used as a reference. 

The anomalies occur between index 50 and 75. The third plot depicts the reconstruction errors 

produced by the autoencoder, with peaks indicating potential anomalies. A large error spike is 

observed around the true anomaly window, suggesting the autoencoder detects this region as 

abnormal. The fourth plot shows the anomalies identified without any filtering based solely on 

reconstruction errors, resulting in several false positives outside the true anomaly window. The 

fifth plot shows anomalies after gradient filtering, which refines the results by eliminating false 

positives and aligning the detected anomalies closely with the ground truth. The final plot 

illustrates the gradient of the anomaly score between consecutive time steps, used to detect sharp 

changes in the score and filter out transient anomalies. Overall, the combination of autoencoders 

and gradient filtering effectively reduces false positives driving the precision and identifies 

sustained anomalies, providing a more accurate method for anomaly detection in time-series data 

as stated in Table 1. 

 

 
 

Fig.2. SALT on NAB dataset for ec2_CPU_Utilization_825cc2 

 

CPU-Utilization Instance: ec2 cpu utilization 825cc2 (NAB) Figure 2 illustrates the application 

of SALT using auto-encoders and gradient filtering on the ec2 cpu utilization 825 cc 2 dataset, 

which is sourced from the NAB dataset. The top plot shows the raw CPU utilization data, 

revealing consistent behavior with a few dips around index 1500-2000, suggesting potential 

anomalies. The second plot presents the ground truth anomaly labels, marking the same region as 

an anomaly. The third plot displays the auto-encoder’s reconstruction errors, which remain 

minimal except for a spike around index 1500-2000, aligning with the ground truth anomalies. In 

the fourth plot, anomalies detected by the auto-encoder without filtering are shown, resulting in a 

high number of false positives. However, after 

 
applying gradient filtering (fifth plot), only the true sustained anomalies are detected, greatly 

reducing noise and false positives. The final plot of gradient values highlights the significant 

changes in reconstruction errors, aiding in refining the anomaly detection. Overall, the figure 

demonstrates that while the auto-encoder alone is overly sensitive, gradient filtering effectively 

isolates sustained anomalies, aligning with the ground truth and improving detection F1-score. 
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Fig.3. SALT on NAB dataset for ec2_CPU_Utilization_c6585a 

 

CPU-Utilization Instance: ec2 cpu utilization c6585a (NAB) Figure 3 demonstrates the 

effectiveness of the SALT method in handling the ec2 cpu utilization c6585a dataset, also from 

the NAB dataset. The first plot shows the actual CPU utilization data, where sharp, isolated 

spikes appear intermittently across the time series. These spikes, while deviations, are not 

sustained over time and thus are likely noise or transient events. The second plot presents the 

ground-truth anomaly labels, showing no sustained anomalies throughout the time series. The 

third plot shows the reconstruction errors from the autoencoder, highlighting several spikes that 

align with the sharp peaks in the actual data. In the fourth plot, anomalies detected without 

filtering are shown — the auto-encoder mistakenly tags the spikes as anomalies, even though 

they are not sustained, leading to numerous false positives. Lastly, the gradient plot in the final 

row confirms that the differences between consecutive reconstruction errors are minimal, which 

prevents transient spikes from being tagged as anomalies. Though due to non-availability of true 

positives we could not calculate precision, recall and F-1 in this dataset but visually we were able 

to conclude the effectiveness of our approach. 

 

The results in Table 1 clearly show the effectiveness of SALT in both curated and realworld 

datasets. In the curated dataset, SALT successfully identified the sustained anomalies while 

filtering out transient noise, resulting in a high correlation with the ground truth driving better F-

1. In the NAB datasets, SALT was able to overcome the limitations of traditional autoencoder 

methods by preventing short-term spikes from being tagged as 

 
Table 1. Classification Metrics for each of the dataset 

 

 
 

anomalies. This filtering process significantly reduced the number of false positives, particularly 

in scenarios where sharp, isolated spikes in CPU utilization occurred. Overall, the combination of 

autoencoders and gradient filtering provides a robust solution for anomaly detection in time 
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series, ensuring that only meaningful, sustained anomalies are identified, thus enhancing 

detection accuracy across various datasets. 

 

5. APPLICATIONS 
 

The SALT framework has significant potential for real-world applications across various domains 

where timely and accurate anomaly detection is crucial. Below are some key applications where 

SALT can make a substantial impact: 

 

– Network Security: In network security, anomaly detection is vital for identifying potential 

threats such as intrusions, malware, and data breaches. SALT’s ability to identify subtle and 

sustained anomalies can enhance the detection of advanced persistent threats (APTs) and 

zero-day exploits. 

– Financial Fraud Detection: SALT’s robust anomaly detection capabilities can help 

financial institutions detect fraudulent patterns by analyzing transaction sequences and 

account behaviors, identifying both point anomalies and contextual anomalies. 

– Healthcare Monitoring: SALT can be applied to continuous data streams from wearable 

devices, electronic health records (EHRs), and other medical sensors to detect irregular 

heartbeats, unusual glucose levels, or deviations in vital signs. 

– Industrial Equipment Maintenance: SALT can enhance predictive maintenance strategies 

by continuously monitoring sensor data from industrial equipment, detecting anomalies in 

vibration patterns, temperature readings, and other operational parameters. 

– Environmental Monitoring: SALT can be deployed to monitor data from a network of 

sensors, satellites, and other monitoring devices to detect abnormal increases in air pollutant 

levels, sudden changes in water quality, or unexpected temperature fluctuations. 

– Energy Consumption Management: SALT can analyze time series data from smart meters 

and energy management systems to identify unusual consumption patterns that may indicate 

energy wastage, unauthorized usage, or equipment malfunctions. 

– Transportation and Smart Cities: SALT can be applied to traffic data, public 

transportation usage, and infrastructure monitoring to detect anomalies such as traffic 

congestion, unusual public transit patterns, or structural issues in bridges and roads. 

 

6. CONCLUSION 
 

In this paper, we presented the SALT framework, which effectively combines autoencoders with 

gradient filtering to detect sustained anomalies in time series data. Through extensive testing on 

artificially curated data and real-world datasets from the NAB, SALT has demonstrated its ability 

to significantly reduce false positives and accurately detect sustained anomalies, addressing the 

limitations of conventional anomaly detection methods, which often mistake transient spikes for 

meaningful deviations. 

 

The results of curated sample data showed that SALT efficiently identifies anomalies that persist 

over time while filtering out noise and short-term deviations, aligning well with the ground truth. 

In real-world scenarios, such as the ec2 cpu utilization instances, SALT prevented isolated, non-

sustained spikes from being incorrectly tagged as anomalies, thus improving the overall accuracy 

and precision of the anomaly detection process.  
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Benefits of SALT: 
 

– Reduction of False Positives: The combination of autoencoders and gradient filtering 

effectively reduces false positives by filtering out transient spikes and focusing only on 

sustained anomalies. 

– Improved Detection Precision: SALT aligns closely with ground truth anomalies, ensuring 

that true anomalies are detected without being overwhelmed by noise. 

– Robustness across data sets: The framework has proven its robustness by performing well on 

both curated data and complex real-world datasets from the NAB benchmark. 

– Scalability for Real-Time Systems: The use of SALT is beneficial in real-time anomaly 

detection where quick and accurate identification of sustained anomalies is essential. 

 

Limitations of SALT: 
 

– Sensitivity to Hyperparameters: The performance of SALT depends on the tuning of 

hyperparameters in both the autoencoder and the gradient filtering steps. 

– Complexity in Identifying Gradual Anomalies: SALT can face challenges in identifying 

more gradual or subtle anomalies, where changes occur slowly over time. 

– Dependence on Adequate Training Data: The accuracy of the autoencoder is based on 

sufficient and representative training data. 

– Potential for Missed Anomalies: Gradient filtering may remove not only false positives, but 

also true anomalies that exhibit transient characteristics but are still significant. 

 

In conclusion, SALT presents a significant advancement in time-series anomaly detection, 

offering a balance between high detection accuracy and noise reduction. Future research can 

focus on addressing its limitations, particularly in improving its sensitivity to subtle and gradual 

anomalies and optimizing hyperparameter selection to ensure consistent performance across 

diverse datasets. 
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